{param}} ai/Studio THE RECEIPT

One question, answered and audited.

A live run on the Ironwood demonstration corpus: a fictional cement maker, five plants.
Customer data never leaves customer environments, so none appears here.

“Which plant had the weakest production performance in 2025 compared to 2024,
and what do our contractor performance reviews from the same period say about the
contractors serving that plant? Give me the production comparison as a summary
table.”

Asked in plain English. Verbatim.

The corpus behind it holds 160 operations documents: regional annual reviews, per-plant production
workbooks, contractor performance reviews. In 60 seconds the agent read ten production workbooks
and the 2025 contractor review, computed the five-plant comparison, named the three contractors
serving the weakest plant, and placed a citation on every figure. Twelve citations across eleven
documents, down to the page.

Production: clinker produced (tons), 2024 vs 2025
Full-year totals from each plant's productionfile 1 2 3 @ 5 6 7 8 9 10

XLSX Ironwood_CMO_Corpus_2026_Production_Puebl.

Plant Page-level Ironwood_CMO_Corpus_2026/Produ.. Change

citation
Cahaba Bluff 1,115,700 1,Us7,995 -74,914 (-6.7%)
Pueblo Ridge 1,201,244 1,140,422 -60,822 (-5.1%)
Llano Vista 1,016,317 983,186 -33,131(-3.3%)
Saguaro Flats 815,390 792,668 -22,722 (-2.8%)
Cumberland Forge 732,503 713,652 -18,850 (-2.6%)

The answer as delivered. Each figure carries a page-level citation to its source workbook; the hover shows one of them.

The weakest plant was Cahaba Bluff: clinker down 6.72%, a loss of 74,914 tons. The answer also
recorded two lost-time injuries during that plant's emergency kiln reling, and stated plainly what the
documents do not establish: no contractor is shown to have caused the decline.
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The same run, from the governor.

Every question runs inside a governor. This one:
one turn, 17 tool calls, all completed, none failed.
24,514 tokens in, 309 out. Total cost $0.0353
against a $5.00 budget cap. No guardrail

interventions.

The delegated work is on the record: the
research plan, document discovery over the
knowledge graph, the batch extraction.

The plan, the budget envelope and the shape of
the output are fixed before the run begins. The
model reasons inside them.

Deterministic plan, bounded reasoning.

Why IT said yes, in three lines

The data never leaves.
Deployment is inside your environment, your
compute, your boundary.

Permissions are inherited, not reinvented.
People can only ask about documents they could

already open.

Governance is built in.
Question, sources, answer, budget, log, every time.

What a pilot looks like

Eight weeks, one document domain, success
criteria agreed in writing before work begins,
deployed inside your environment. First working
answers in two weeks.

Run alb4ffcd
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Governor Stats

AVG TURN LATENCY

THE RECEIPT

SESSION COST

© Im4s $ $0.0353
SESSION TOKENS
% Input Output
24,514 309
TOOL CALLS
£
Turns Failed
# 1turn ® 0 turns
Agent Activity
Delegated work
2 local_bash
Plan research for plant performance and contractor reviews
2 local_bash
Discover relevant documents via knowledge graph
25 local_bash
Batch extract production and contractor review data

% Budget

Guardrail Interventions

$0.0353 / $5.00

No guardrail interventions on this execution.

Step Status

() cxo_doc_answer

completed >

() toolu_vrtx_01LWBHNt1vtUTSuRrbbMéysN completed >

Ironwood demonstration corpus (fictional data)

The governor panel for this run, as recorded.

- In production at Bosch, UltraTech Cement ($7B, the world's #3 cement maker), Maruti Suzuki
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